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ABSTRACT

Authentication techniques provide a means of ensuring the integrity of a message. The recent proliferation of multimedia content has led to a need for developing authentication mechanisms. Although, authentication techniques have been studied for many decades, multimedia authentication poses some new challenges. Perhaps the key such challenge being the need to authenticate multimedia content as opposed to its representation. In this paper, we review some of the techniques proposed in the literature for multimedia content authentication. We then proposes distortion bounded authentication techniques that give hard guarantees on the amount of distortion that will be tolerated before the multimedia object under consideration is deemed unauthentic. The basic idea behind distortion-bounded authentication is simple.  Quantization is performed (in feature space) before authentication, thereby restricting image features in a known and deterministic manner. The same quantization is performed prior to verification. Distortions less than half the quantization step size will not affect the verification process and the content will be deemed authentic. The basic framework is simple and can be applied with many different techniques, distortion measures and feature sets. We give examples of distortion-bound authentication techniques using the L1 and L2 norms in pixel domain.
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1 INTRODUCTION

Authentication techniques provide a means of ensuring the integrity of a message. It should be noted that, authentication, in general, is quite independent of encryption, where the intent is ensure the secrecy of a given message. Authentication codes are essentially designed to provide assurance that a received message has not been tampered with and a specific source is indeed the originator. This could be achieved with or without secrecy. In fact, in certain applications, secrecy could actually turn out to be an undesirable feature of an authentication technique. The general model under which authentication techniques are studied is shown in Figure1.
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Figure 1 Authentication Model
In this model, we have a transmitter, Alice, and a message X that she wishes to transmit to Bob over an open channel. In order for Bob to be assured that the message X did originate from Alice, and has not been modified, Alice computes an authenticated message Y that she sends over the open channel. Y is a function of X and a secret authentication key. In general, authentication is achieved by adding redundant information to a message. This redundant message could be in the form of an authentication tag (or authenticator)} attached to the end of the message being authenticated. In this case Y would be of the form Y = (X  || a), where a is the appended authenticator and || denotes concatenation. Authentication could also be achieved by redundancy present in the structure of the message, which could be recognized by the receiver [1].  Most of the work in authentication assumes the former case.

Now, if Bob receives Y = (X  || a) he could verify, using a verification key, that a is indeed a valid authenticator for X and accept the message. In a symmetric key system, the authentication and verification key are identical and both need to be kept a secret shared only between Alice and Bob. Since the authenticated message is being transmitted over an open channel, a malicious Oscar, can intercept the message and replace with another message Y' = (X' || a'), which is different from Y, and which he hopes Bob would accept as an authentic message. Note that Oscar performs this operation without knowledge of any secret key. Such an attack is called a substitution attack. Oscar may also insert a message Y’ straight into the channel without knowledge of any authentic message that Alice has sent to Bob. Such an attack is called an impersonation attack. Oscar may also choose freely between a substitution attack and an impersonation attack. Authentication techniques that are unconditionally secure against these attacks, from an information theoretic point of view, are known [1]. One problem with the model described above is that Alice can always disclaim originating a message. Non-repudiable authentication techniques are also known that can prevent such a situation. For an excellent recent survey on authentication techniques, the reader is referred to [1].

Closely related to authentication techniques are digital signature schemes and message authentication code (MAC) generation algorithms [2]. The former employs   public key techniques to generate a signature for a message that can be verified by anyone having knowledge of the public key (for example, see [3]). Digital signature schemes are usually non-repudiable. MAC techniques are symmetric key (private key) based and in this sense similar to authentication codes (for example, see [4]). However, they only provide computational guarantees about security. That is, generating false messages is known to be (in most cases without any formal proof) computationally intractable. For an excellent introduction to digital signatures and related topics the reader is referred to [2].

The recent proliferation of digital multimedia content has raised concerns about authentication mechanisms for multimedia data. For example, consider digital photography, which is fast replacing conventional analog techniques. In the analog world, an image (a photograph) had generally been accepted as a “proof of occurrence” of the depicted event. The proliferation of digital images and the relative ease, by which they can be manipulated, has changed this situation dramatically. Given an image, in digital or analog form, one can no longer be assured of its authenticity.  This has led to the need for image authentication techniques.  As mentioned above, authentication techniques that provide a means of ensuring the integrity of a message have been studied in cryptography for a few decades. Therefore, at first sight, the need for image authentication may not seem to pose a problem, as many efficient and effective authentication techniques are known from developments in cryptography. Unfortunately, this is far from true. Given the large amount of redundancy present in image data, and consequently the large number of different representations of perceptually identical content, image authentication presents some unique problems. It raises many new issues not addressed by conventional cryptographic authentication techniques. We list some of these issues below: 

1. It is desirable in many applications to authenticate the image content, rather then the representation of the content. For example, converting an image from JPEG to GIF is a change in representation but not a change in content. Ideally, one would like the authenticator to remain valid across different representations as long as the perceptual content has not changed. Conventional authentication techniques based on cryptographic hash functions, message digests and digital signatures only authenticate the representation. 


2. When authenticating image content, it is often desirable that the authenticator be embedded in the image itself. One advantage of doing this is that authentication will not require any modifications to the large number of existing representation formats that do not provide any explicit mechanism for including an authentication tag (like the GIF format). However, in our opinion, a more important advantage is that the authentication tag embedded in the image would survive transcoding of the data across different formats, including analog to digital and digital to analog conversions, in a completely transparent manner.


3.  When authenticating image content, it is often desired that one should not only detect the event that the given content has been modified but also determine the location where the modification has taken place. 


4. Given the highly data intensive nature of image content, any authentication technique has to be computationally efficient to the extent that a simple real-time implementation, both in hardware and software should be possible. Although, message digest functions like MD5 are computationally efficient, they would still pose a computational burden when applied in real-time to high-resolution images. Given the redundant nature of image content, techniques that authenticate critical features need to be designed.

In fact, there have been numerous authentication techniques for multimedia objects, which have been proposed in the literature. Most of these techniques are based on digital watermarks. In the next section, we review such techniques and discuss their merits and shortcomings. In section 3, we propose a new approach to authentication. In section 4, we conclude with a discussion and pointers to future work.

2 IMAGE AUTHENTICATION TECHNIQUES

As we mentioned before the past couple of years have seen a host of authentication techniques for multimedia content proposed in the literature. Most of these techniques are based on digital watermarks. In this section, we outline the basic framework of such techniques and briefly discuss their merits and shortcomings. In our discussion, we assume, for ease exposition, that the multimedia object being authenticated by a digital watermark is an image. However, in general the techniques described are also applicable to other kind of multimedia data like audio and video.

A digital watermark is a secret key dependent signal that is embedded in digital data that can be later detected or extracted to make an assertion about the data (for example, the extracted watermark can determine if the image has not been modified subsequent to insertion). A digital watermark is said to be robust if it designed to withstand malicious attempts at removal. A user not in possession of the secret key used for watermark insertion is unable to either detect a robust watermark or remove it without causing significant degradation to the original content.  On the other hand, a watermark designed to detect any change whatsoever made to the content is known as a fragile watermark. For excellent reviews on robust and fragile watermarking techniques, the reader is referred to [5],[6],[7].

There are two approaches one could take towards developing image authentication techniques based on digital watermarks: 

Authentication by Fragile Watermarks: Fragile watermarking techniques essentially use tools from cryptography, namely cryptographic hash functions, message digests and digital signatures, on individual image blocks, in order to authenticate an image. They declare an image block to be not authentic even when a single bit changes. One fragile watermarking technique proposed by Wong [8] inserts an invisible  watermark W into an m x n image  X. The original image X is partitioned into k x l blocks, such that Xr is taken to mean the r”th block of the image; the bi-level watermark W is partitioned likewise, such that Wbr denotes the r”th block of the watermark. For each image block Xr, a corresponding block X’r is formed, identical to Xr with the exception that the least significant bit of every element in  X’r  is set to zero.

For each block Xr, a cryptographic hash H(K,m,n, X’r) (such as MD5, \cite{riv92}) is computed, where K is the user's key.  The first kl bits of the hash output, treated as a k x l rectangular array, are XOR’ed with the current watermark block Wr to form a new binary block Cr.  Each element of Cr is inserted into the least significant bit of the corresponding element in X’r, generating the output block Xr.  Image authentication is performed by extracting Cr from each block X”r of the watermarked image, and by XORing that array with the cryptographic hash H(K,m,n,X”r ) in a manner similar to above, to produce the extracted watermark block. Changes to the watermarked image result in changes to the corresponding binary watermark region, enabling the technique to be used to localize unauthorized alterations to an image. 

The Wong algorithm can also be extended to a public key version [9], where the private key K’A of a user A, is required to insert the watermark. However, the extraction only requires the corresponding public key. More specifically, in the public key version of the algorithm, the MSB's of an image data block Xr and the image size parameters are hashed, and then the result is encrypted using a public key algorithm. The resulting encrypted block is then XOR'ed with the corresponding binary watermark block Wr before the combined results are embedded into the LSB of the block. In the extraction step, the same MSB data and the image size parameters are hashed. The LSB of the data block (cipher text) is decrypted using the public key, and then XOR'ed with the hash output to produce the watermark block.

Although fragile watermarks are useful, they have the same limitation as traditional authentication techniques when applied to multimedia content. In fact, fragile watermarks are essentially the same as traditional authentication techniques that employ cryptographic hash functions and digital signatures. The key difference being, in fragile watermarking, the authenticator is inserted in the content being authenticated, instead of being attached to the image as a tag, and the process of insertion treats the data stream as an object that is to be viewed by a human observer. For example, the Wong technique described above computes a cryptographic hash of each image block; then, like conventional digital signatures, it encrypts the hash value with the private key. The only way it differs from conventional authentication is that only the MSB’s of the image block are authenticated and the authenticator is inserted into the LSB, thereby treating the LSB’s as perceptually irrelevant 

Content Authentication: All multimedia content in current representations have a fair amount of in-built redundancy, that is to say that the data representing the content can be changed without effecting a change that is actually perceptible; further, changes to the data can also perceptible, but may not affect the content. For example, when dealing with images, one can brighten an image, lossy compress it, or change contrast settings. The changes caused by these operations could well be perceptible, even desirable, but the image content is not considered changed - people, if any in the image, are in the same positions; the clothes they are wearing as well as the geographical setting are recognizable. Hence, it is highly desirable that authentication of multimedia documents take this into account - that is, there be a set of “allowed” operations, and “image content”; it is with respect to allowing the first and retaining the second that any authentication should be performed for it to be genuinely useful. There have been a number of recent attempts at authentication which address authentication of “image content” and not of only image data. The problem with all these methods is that “image content” is itself an extremely ill defined quantity despite numerous attempts by vision and compression researchers. There have been two different approaches taken for developing content authentication techniques.  The first approach, shown in figure 2, is essentially an extension of fragile watermarks to a suitable feature space. Instead of authenticating individual pixel values, image features are extracted and authenticated by regular cryptographic techniques. The second approach can be viewed as an extension of robust watermarks. The amount of change undergone by the inserted watermark is taken as a measure of the change made to the underlying content.

The earliest content-based image authentication techniques used the first approach; that is, they extracted features from image blocks and then used conventional cryptographic techniques to authenticate these features. For example, one could compute the edge map for the image block, which could then be hashed and signed. Hopefully, any trivial change made to the image would not alter the edge map whereas any significant change would Typical feature points used included, edge maps, low frequency DCT coefficients, and color histograms.  Perhaps the earliest example of such a technique was by Schneider and Chang [10] who proposed a content-based signature for digital images. They computed image features, specifically color histograms in local regions, and hashed and encrypted the same with a private key. The result was then attached to the image as a tag. Image verification was done by computing the same features and their hash value. The result would then be compared with the hash value decrypted from the tag using the public key. The difference between the two hash values was then viewed as an indication of the amount of change that has been incurred from the originally signed image. The larger the difference, the more the image has been changed. Another feature based approach was also suggested by Bhattarcharjee [11] where image features were hashed and then signed. The problem with these methods is that it is difficult to devise a succinct set of features that define a given image. For example, edge maps may not sufficiently define image content. Depending on the image, and the edge detection procedure employed, it may be possible to have two images with different content (the face of one person replaced by that of another) but with identical edge maps. In addition, one could change the color of a region; say converting a bloodstain to a coffee stain, while perfectly preserving the edge map. Hence, such authentication techniques are susceptible to forgeries where a clever attacker can change the image and yet preserve the “features” being authenticated. This would be easy if the feature set is coarse; and refining the feature set would lead to an increase in false positives.
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(a) Authentication Procedure
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Figure 2: Authentication of image "features".

Another approach for image content authentication is based on robust watermarks. The general framework of this approach is shown in figure 3. For example, Fridrich [12] suggests the use of an invisible robust watermark which depends on “image content”. If the image content changes significantly, the robust watermark generated by the changed image will be significantly different from the robust watermark embedded in the image (this embedded watermark was generated by original image content and remains in the image in spite of changes because it is robust). In this case, “image content” is defined by quantized coefficients with respect to a set of smoothed pseudo-random sequences generated using the camera key. The quantization level decides the amount of information contained in the watermark and decides the amount and kind of transformations allowed. This method has all the problems of other methods that use correlation and quantization for representation of image content (including JPEG); that is, perceptual errors and errors in image content do not always correlate well with (quantization) errors in data. Nevertheless, in avoiding cryptographic digests, Fridrich manages to incorporate a degree of redundancy-tolerance in authentication. It should be possible to extend Fridrich's method to use other compression schemes, where the basis set is in some way dependent on the camera key. It should also be possible to quantify the relationship between image tampering and differences in signature.


(a) Authentication Procedure


(b) Verification procedure

Figure 3: Authentication by robust watermarks.

3 DISTORTION BOUNDED AUTHENTICATION

As we mentioned before, an image content authentication technique has to first define a notion of image content and second, clearly specify the allowable operations to this content beyond which the image would be considered unauthentic. The problem with most image content authentication techniques in the literature is they typically fail to clearly specify the set of allowable operations. Consequently, there is no guarantee on when an image will be considered authentic and when otherwise. This source of ambiguity potentially leads to situations where forgeries could indeed pass of as authentic if the image content is not carefully defined. To address this problem we propose the notion of distortion-bounded authentication, where a clear guarantee is provided on the amount of change that is tolerated before the image is declared not authentic.
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Figure 4: Proposed authentication framework
The idea behind distortion-bounded authentication is simple. We compute a set of features and quantize the features prior to authentication. The image resulting from this quantized set of features is then treated as the “original” image which is then authenticated by conventional cryptographic techniques like hash functions and digital signatures. In order to check the authenticity of a potentially altered image, the same quantization step is first carried out and then the cryptographic hash function computed. As long as the quantized features are the same as the original, the image will be considered authentic, otherwise not. Clearly, the amount of “change” tolerated by the authentication technique is directly related to the quantization step size. Figure 4 illustrates the basic framework of our approach. The framework itself is quite general and can be used with a variety of feature sets and “allowable operations”. Note that the “original” image itself is modified prior to quantization and this new quantized version is then treated as the original image for the purposes of authentication. In the rest of this section we give some simple examples of distortion-bounded authentication techniques arrived at by simple modifications of a couple of well known image authentication techniques.

Authentication of Image in Pixel Domain with 
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k Distortion:  In this sub-section we show how the Yeung-Mintzer authentication technique [13] can be modified to authenticate an image with the guarantee that any given pixel has not been modified by more than k counts in each of the three color planes. In the Yeung-Mintzer technique, a binary watermark image W is embedded into a source image X, so that subsequent alterations to the watermarked image X’ should be detected. Generally W is a binary image of the same dimensions as the image X. Watermark insertion proceeds by examining each pixel X(i,j) in turn, and applying the watermark extraction function D. If the extracted watermark value is equal to the desired watermark value, W(i,j), processing continues with the next pixel; otherwise, the current pixel value is adjusted until the extracted watermark value equals the desired value. This process is repeated for each pixel in the image.

The watermark extraction function is computed from the owner's key, and is defined as:
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for RGB color images, and 
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for grayscale images. The LUT's are binary lookup tables, one per color component, and 
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 indicates an XOR operation.  The lookup table contents are known only to a user possessing the key. For example, the key could be used to seed a pseudo-random number sequence used to generate the tables.  In addition to this process, a modified error diffusion method is used to maintain proper average color over the image.  Subsequent image verification is accomplished by applying the watermark extraction function to X’ to generate W’ that is compared to the original watermark W.  Changes to any portion of the image X’ should result in changes to the corresponding part of the extracted watermark W’.

In order to provide a 
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k pixel distortion guarantee, each pixel is first quantized by a uniform quantizer of step size 2k + 1 and the resulting value, along with the LUT’s are then used exactly as before for watermark extraction. If the watermark extracted does not agree then small modifications are made to the original pixel values before they are quantized again and the process repeated until the pixel values obtained lead to the watermark bit that needs to be embedded in that particular spatial location. As we mentioned before, error diffusion is used (not shown in the figure for simplicity) to avoid image quality degradations. In addition to the error diffusion loop, dithered quantizers can be used to avoid image artifacts caused by quantization. As long as the receiver knows the dithering process employed, he/she can mimic the actions of the transmitter and be able to correctly recover the watermark. 

It has been shown that the Yeung-Mintzer technique is potentially vulnerable to a substitution attack [14],[15],[16]. However, suitable modifications, which can be readily incorporated within the distortion-bounded framework, can make the attack computationally infeasible [17].


Figure 5: Modified Yeung-Mintzer technique that provides distortion bounds.

Authenticating of image blocks with MSE distortion bound: A similar approach can be used to modify the Wong technique described in section 2 to provide authentication with an MSE distortion bound. Here, prior to authentication, each image block is vector quantized with an appropriate lattice quantizer. Recall that a vector quantizer Q of dimension K and size N is a mapping from a vector in k-dimensional Euclidean space RK into a finite set C containing N outputs or reproduction points called codevectors or codewords.  A special class of vector quantizers that have a highly regular structure are lattice quantizers.  A lattice is a regular arrangement of points in k-dimensional space. Lattice quantizers are the ideal choice when uniform quantization is desired. For integer lattices like D4 and E8, finding the closest lattice point to an arbitrary input vector is a fairly trivial task. The more difficult part is to get the VQ index from the code vector, and vice-versa, since the codebook is not stored in most cases. In our application however, indexing is not an issue since we are not interested in compression as much as constraining image blocks in K-dimensional space.  Figure 6 shows the modified Wong technique. Verification of an image proceeds in a similar manner, but quantization is done using the same parameters prior to computing the hash function. Note that as shown in Figure 6, authentication is only being performed on the MSB’s of the image block and the MSE guarantee only applies to the MSB’s. However, instead of using the LSB for inserting the digital signature, the technique could be easily modified to append the authenticator as a tag and then the LSB would also be used in computation of the authenticator. 

4. Conclusions

Although, authentication techniques have been studied for many decades, multimedia authentication poses some new challenges. Perhaps the key such challenge being the need to authenticate multimedia content as opposed to its representation. In this paper, we review some of the techniques proposed in the literature for multimedia content authentication. We then proposed distortion bounded authentication techniques that give hard guarantees on the amount of distortion that will be tolerated before the multimedia object under consideration is deemed unauthentic. The basic idea behind distortion-bounded authentication is simple.  


Figure 6: Modification of Wong technique to provide MSE distortion guarantees.

Quantization is performed (in feature space) before authentication, thereby restricting image features in a known and deterministic manner. The same quantization is performed prior to verification. Distortions less than half the quantization step size will not affect the verification process and the content will be deemed authentic. The basic framework is simple and can be applied with many different techniques, distortion measures and feature sets. We give examples of distortion-bound authentication techniques using the L1 and L2 norms in pixel domain
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